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Novel Materials (MARVEL), École Polytechnique Fédérale de Lausanne, 1015 Lausanne, Switzerland
8King’s College London, Department of Mathematics, London, UK
9New Jersey Institute of Technology, Department of Data Science, Newark, NJ 07102, USA
10Massachusetts Institute of Technology, Center for Brains, Minds and Machines, Cambridge, MA 02139, USA
*abanov@qognitive.io, alexandre.abanov@stonybrook.edu
+these authors contributed equally to this work and are listed alphabetically

ABSTRACT

We demonstrate how Quantum Cognition Machine Learning (QCML) encodes data as quantum geometry. In QCML, features of
the data are represented by learned Hermitian matrices, and data points are mapped to states in Hilbert space. The quantum
geometry description endows the dataset with rich geometric and topological structure—including intrinsic dimension, quantum
metric, and Berry curvature—derived directly from the data. QCML captures global properties of data, while avoiding the curse
of dimensionality inherent in local methods. We illustrate this on a number of synthetic and real-world examples. Quantum
geometric representation of QCML could advance our understanding of cognitive phenomena within the framework of quantum
cognition.
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1 Introduction
In data analysis, one often has to work with data involving a large number of features. As an example, consider patient records
containing vitals, RNA sequencing, images, etc. In this case, good sampling of the distribution requires a number of data points
that grows exponentially with the number of features—a problem often referred to as the curse of dimensionality1. However, in
many cases, only a few features (or their combinations) are relevant to the task at hand, which results in a concentration of
measure—the data points concentrate near a manifold with relatively low intrinsic dimension.

Discovering the underlying data manifold and learning its properties is the central goal of manifold learning. Substantial
progress has been made in the development of manifold learning methods2–5. However, these methods typically rely on local
neighborhood structures and are not effective in capturing global properties of the dataset. Although there have been advances
in this direction, for example in topological data analysis6, the problem of understanding high-dimensional datasets remains
central.

Recently, a new approach to data analysis, quantum cognition machine learning (QCML), has been introduced7, 8. In QCML,
data points are represented as quantum states (i.e., vectors in a finite N-dimensional Hilbert space), and features or variables are
represented by observables (i.e., Hermitian matrices acting on the states). Both quantum states and observables are jointly
learned through a machine learning training process, resulting in a new representation of the data. Applications of QCML
have demonstrated that important features of various datasets—ranging from medical to financial and synthetic8–11—can be
captured with modest Hilbert space sizes, such as 8–32. This shows how the curse of dimensionality can be overcome in cases
where important insights can be achieved with relatively small values of N. Heuristically, one can think of N as a magnification
factor: larger values allow for resolving finer details in the data, while smaller N result in a more coarse-grained, smeared
representation.

In this work, we explore how data encoding in QCML is related to quantum geometry, as understood in mathematics and
theoretical physics. Specifically, the set of learned matrices can be interpreted as defining a quantum or matrix geometry in the
sense described in Refs. 12–14; see Section 4 for a brief review. It is therefore natural to scrutinize the data-induced quantum
geometry obtained by QCML for model datasets and compare it with insights from quantum geometry.

We obtain quantum geometry from QCML training and then apply a range of techniques developed in the quantum geometry
literature for data analysis. We demonstrate that, for geometric synthetic datasets, QCML effectively learns the quantum
geometry of the corresponding geometric objects. We extract various properties of these objects, such as connectivity, the
quantum geometric tensor, Chern numbers, and spectra of matrix Laplacians. We also consider an example of a real-life
dataset—the Diagnostic Wisconsin Breast Cancer Database15. In this case, where no a priori geometric knowledge is available,
the quantum geometry analysis provides valuable insight into the structure of the dataset.

This article is organized as follows. We begin with a brief overview of the connection between data and quantum geometry
in the context of manifold learning. Section 3 outlines the quantum cognition machine learning (QCML) framework. To
fully develop this framework, we review essential concepts from quantum geometry in Section 4, particularly the use of
displacement Hamiltonians and quasi-coherent states. In Section 4.2, we show how more refined geometric information—such
as the quantum geometric tensor and integer-valued topological invariants—can be extracted from quantum geometry. One of
the most important tools for quantum geometry analysis, the matrix Laplacian, is introduced in Section 4.3. In particular, it
can be used to find matrix Laplacian eigenmaps that are instrumental in constructing matrix representations which optimally
preserve geometric information (Section 4.4). We also discuss how quantum geometry overcomes the curse of dimensionality
by efficiently representing high-dimensional structures with relatively few parameters (Section 4.5).

In Section 5, we apply the introduced techniques to a range of illustrative examples, from disconnected clusters to conformal
maps and real-world data. We demonstrate the use of QCML and quantum geometry in obtaining a geometric understanding
of data. In the discussion section (Section 6), we reaffirm that QCML is intimately connected with quantum geometry and
provides new insights into data structure that may be overlooked by classical data analysis methods. Some of the more technical
information and details are provided in the Supplementary Information section of the article.

2 Overview: From Data to Quantum Geometry
Before delving into the technical details of QCML and quantum geometry, we provide a high-level overview of how this work
fits within the broader context of geometric data analysis and manifold approximation methods.

Given a smooth manifold or continuous geometric object, it is often important to approximate it using a finite set of real
numbers. This is traditionally achieved through triangulations or other graph-based discretization techniques that produce a



finite weighted graph. The resulting graph representation can then be used, for example, in numerical geometry or theoretical
analysis. A more modern, though less widely known, approach is the approximation of continuous geometries by fuzzyor
matrix geometries, in which the geometry is encoded in a finite-dimensional noncommutative algebra of Hermitian matrices.
This representation, developed in mathematical physics and noncommutative geometry, forms the main foundation of this work.
In this approach, one speaks of “quantizing the geometry,” where the manifold is viewed as a collection of quantum cells with
fixed volume but variable shape, offering a coarse-grained view on the underlying space.

These two approaches to manifold approximation—graph-based and matrix geometry-based—are complementary (or dual)
to each other and are schematically illustrated in the top part of Figure 1. In contrast, the goal of geometric data analysis is
the reverse: it seeks to uncover underlying geometric or manifold structures from finite datasets and to extract meaningful
geometric properties from them. This approach is particularly useful in settings where concentration of measure occurs—that
is, when data points are clustered near a low-dimensional manifold.

Known techniques such as Laplacian eigenmaps, diffusion maps, and topological data analysis attempt to reconstruct the
manifold by building a graph-based approximation from the data.

Only recently, with the introduction of QCML7, 8, has a method appeared that directly constructs quantum geometryfrom
data and applies quantum geometric techniques to understand it. In QCML, each data point is lifted to a quantum state in a
Hilbert space (a quasi-coherent state), and data features are encoded in a learned set of Hermitian matrices (observables). These
matrices and states capture both local and global properties of the data—revealing topological and geometric patterns that may
be overlooked by graph-based approaches.

The bottom part of Figure 1 illustrates the two approaches to data analysis: graph-based methods and quantum geometry.
The new connection introduced by QCML, highlighted in red, is the central focus of this work. We examine examples where
quantum geometries are learned from both synthetic and real-world datasets and demonstrate how quantum geometric tools can
be used to extract intrinsic properties of the data.

3 Quantum Cognition Machine Learning
Quantum cognition machine learning (QCML) is a recently developed framework for representing datasets using quantum
principles that encode both local and global properties of the data7, 8. The cognition part of the name points to the emphasis on
developing analytical concepts for understanding and interpreting data in ways that align with human reasoning16.

Here we introduce some basic concepts of QCML, following Ref. 8. Consider a T � D dataset X , consisting of T
observations on D features or variables. Each data point xt consists of a D-dimensional real-valued vector of data features
xt = ( xt

1; :::;xt
D) 2 RD. Given a dataset X = f x1; : : : ;xt ; : : : ;xTg, QCML associates to each data point xt 2 X a quantum state

jxt i in a N� dimensional Hilbert space. This is an abstract state which contains information that can be used to evaluate all of
the D features. The state is found as a ground state (state with lowest eigenvalue) of a data-dependent displacement Hamiltonian
described below.

The central object in QCML is a matrix configurationX = f X1; : : : ;Xa; : : : ;XDg, where each Xa is an N � N Hermitian
matrix. A matrix Xa is what we call an observable that corresponds to the ath variable or feature. From a cognitive viewpoint,
Xa represents a concept that is used to evaluate the information encoded in the state jxt i . This configuration acts as a
non-commutative surrogate for the coordinate functions of an embedding of the data manifold into RD.

For each data point x 2 RD, one defines the displacement (or error) Hamiltonian13, 14

H(x) =
1
2

D

å
a= 1

(Xa � xaIN)2; (1)

and takes jxi to be its ground state (state with lowest eigenvalue). The matrix configuration assigns to jxi a “position” in RD via
the expectation values

X(x) = ( hxjX1jxi ; : : : ; hxjXDjxi ) ;

which forms the QCML point cloud

XX = f X(xt ) j xt 2 X g:

A deviation of the cloud point X(xt ) from the original point xt can be measured by the squared displacement

d2(x) = kX(x) � xk2 = å
a

�
Xa(x) � xa

� 2
: (2)
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QCML

(a) Manifold M

(b) Graph (c) Quantum Geometry+

(d) Dataset

Figure 1. Conceptual map placing this work within the context of geometric data analysis and manifold
approximations. The top part of the diagram illustrates two established approaches to approximating a smooth
manifold (a): via classical graph-based discretizations (b), such as triangulations, or via quantum or fuzzy
geometries (c), as developed in mathematical physics. The bottom part of the diagram represents the inverse
problem—recovering geometry from data. A dataset (d), often sampled from a low-dimensional manifold,
can be analyzed using graph-based manifold learning methods (b) (bottom-left blue arrow), or alternatively,
via the recently introduced QCML approach (c) (bottom-right red arrow). QCML constructs a quantum
geometry from data using learned observables and quasi-coherent states. This quantum geometric approach is
the central focus of this work.
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We also characterize quantum fluctuations by the variances 2(x), defined as

s 2(x) = å
a

s 2
a (x); s 2

a (x) = hxjX2
a jxi � hxjXajxi 2 : (3)

The matrix configuration is optimized to approximate the dataset by minimizing a combination of the mean-squared
deviation between original data points and their quantum geometric images and by controlling quantum fluctuations. Namely,
the loss function is given by

L[X] = å
x2X

�
d2(x) + w � s 2(x)

�
; (4)

so that

Xa = argmin
Xa2Mat(N)

L[X]; (5)

where Mat(N) is the space of N � N Hermitian matrices. Quantum fluctuations, quantified by the variances of Xa on jxi , are
bounded and weighted by a hyperparameter w > 0. Larger values of w will force the coherent states to be more localized,
while lower values ensure that the QCML point cloud is closer to the original data. For the particular choice w = 1, the loss
function in (4) coincides with twice the sum of ground state energies l (x) of H(x) taken over x 2 X , which can be viewed as a
natural choice for w. However in practice this value of w is often too high and it may result in matrix configurations that are
commutative, with zero quantum fluctuations. These matrix configurations are entirely classical, and the QCML point cloud in
this case consists of a N-means clustering approximation to the data. The quantum geometry in these cases is entirely lost and
therefore these configurations must be avoided. Typically values of w that are closer to zero seem to lead to interesting quantum
geometries, but there is no clear principle at the moment for choosing w other than experimentation with the data.

The result of this optimization is a quantum geometric embedding of the dataset, where the geometry is encoded in the
matrix configuration X, and structure is revealed by the collective properties of the quasi-coherent states jxi . This quantum
representation has proven robust to noise and has already been used to extract intrinsic dimensions of datasets in Ref. 8.

Example 1: Fuzzy sphere S2
N from random points on a sphere. As a simple example, consider a dataset consisting of 1000

points distributed uniformly over the surface of a unit sphere S2 embedded in R3. For this highly symmetric distribution it
is expected that the optimal quantum geometry is given by a fuzzy sphere (see Appendix A and Ref. 17), namely Xa = a Ja,
where Ja are angular momenta operators corresponding to the angular momentum j = N� 1

2 and a is a normalization constant.
For the loss function (4) it is easy to find a = 1=( j + w) with the minimal loss function per data point given by w=2( j + w).

Figure 2. Learned geometric representations from trained quantum operators X. The unit sphere is shown for
reference. Left: The original data, consisting of 1000 points generated on the surface of a unit sphere with a
uniform measure, is shown in black. Right: Quantum-learned QCML point cloud (green) with degeneracy
points (blue). There are three nearby degeneracy points, each with topological charge � 1, separated by a
distance of about 0.03. The training was performed with hyperparameters N = 4, w = 0:1.
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As an example we present the QCML learned operators X1;2;3. We used N = 4 so that the operators are represented by
Hermitian 4 � 4 matrices and w = 0:1 for the quantum fluctuation weight. To show that the learned operators, normalized as
Ja = � ( j + w)Xa, are close to angular momentum generators for j = 3=2, we compute:

eigenvalues of J3 � f� 1:50; � 0:49;+ 0:51;+ 1:52g; k[Ja;Jb] � ieabcJck � 0:16; k å
a

J2
a � j( j + 1)k � 0:11: (6)

Indeed, we see that the eigenvalues of the operator J3 are close to those of the angular momentum generator. The small norms
confirm both the commutation relations and the value of the quadratic Casimir J2

a for the j = 3=2 representation. Accuracy can
be further improved with longer training. We expect the displacement Hamiltonian to exhibit degeneracy points near the origin,
where the ground state becomes degenerate. These points are marked in blue in the figure. Since the operators are not exact
angular momenta, at higher resolution we observe three closely spaced degenerate points, each with a topological charge � 1,
instead of a single one as it would be the case for exact angular momenta.

The outcome of the QCML learning process is a representation of the dataset as a collection X of Hermitian matrices and a
set of quasi-coherent states f jxt i g, with the number of matrices D equal to the number of features in the dataset. This collection
serves as a model of the dataset and can be visualized through the ground states of the corresponding displacement Hamiltonians.
The training procedure favors configurations in which the learned operators X are as close to mutually commuting as possible,
given the constraints imposed by the Hilbert space dimension and dataset size. Such matrix configurations have been extensively
studied in the context of quantum or matrix geometry. We briefly review the basic concepts of quantum geometry in Section 4
and provide additional technical details in Appendices B and C.

We schematically represent the QCML data analysis in the diagram in Figure 3. We comment that QCML does not retain the
original data points; instead, it outputs a set of observables f Xag and quasi-coherent states f jxt i g. The learned observables f Xag
define the quantum geometry. While the quasi-coherent states are not part of the quantum geometry proper, their structure can
be analyzed separately—this is referred to as the geometry of quasi-coherent states, which lies beyond the scope of this article
(see Section 6 for brief comments). However, in the examples presented in Section 5, we use the concept of the QCML cloud,
defined as the set of expectation values hxt j Xa jxt i , which incorporates both observables and quasi-coherent states. Therefore,
the QCML data can be understood as an augmented version of quantum geometry.

Data f xt
ag

QCML Training

Quantum Geometry
f Xag

Quasi-Coherent States
f jxt i g

Matrix Laplacian
Laplacian Eigenmaps

QG Point Cloud

QCML Cloud Geometry of
Quasi-Coherent States

Figure 3. Schematic diagram illustrating QCML procedure. Observables Xa (quantum geometry) and quasi-
coherent states jxt i are obtained through the training using data dependent displacement Hamiltonians and the
loss function optimizing a combination of displacement and variance of the data. The learned operators and
states are then used to obtain quantum-geometric characteristics of the data. Then these characteristics can be
used for extracting intrinsic dimension, clustering, topological properties, inference (expectation values), etc.

4 Quantum geometry: essential introduction
In this Section, we provide a concise overview of quantum geometry, focusing on the key concepts relevant to the examples that
follow. It can be skipped or used as a reference. This summary is necessarily brief and does not capture the depth of the subject.
For a more comprehensive review, we refer the reader to Ref. 13 (Sections 2 and 3) and Ref. 12 (Chapters 3 and 4). A glossary
of less conventional terms is provided in Appendix E.

6/27



In fuzzyor quantum geometry, functions on a manifold are replaced by matrices, and geometric structures are encoded
through a specific set of matrices17, 18. The corresponding matrix algebras serve as finite-dimensional approximations to the
algebra of functions on smooth manifolds, capturing essential topological and differential properties. This approach resulted
from the advances in noncommutative geometry and matrix models that put forward an idea that classical notions of space and
geometry can emerge from a more fundamental quantum substrate—one based on operators and states in a complex Hilbert
space. Quantum geometry can also be understood as an analog of a phase space of classic mechanics appearing as a result of
the quantization. In particular the size of the Hilbert space N corresponds to the inverse Planck’s constant 1=h̄. In the limit
h̄ ! 0 (N ! ¥ ) the classical geometry is restored. Speaking semi-classically the quantum-mechanical uncertainty relation
divides phase space into cells with volume proportional to powers of h̄ and corresponds to a coarse-grained point of view on the
phase space geometry. Importantly, this discrete representation of geometry is grid-free. This approach has found numerous
applications in high-energy physics19–22. In particular, fuzzy spaces have been used to regularize quantum field theories, giving
rise to noncommutative gauge theories and matrix models of emergent spacetime12, 23, 24.

These ideas have long played a central role in mathematical and theoretical physics, now with QCML they are being adapted
to data analysis.

The central idea of quantum geometry is to encode a geometric subspace M ,! RD of the feature space RD using a set
of matrices—and, conversely, to interpret certain matrix configurations as approximating such subspaces. More precisely, a
matrix configuration consists of D Hermitian N � N matrices f XagD

a= 1, often referred to as observables. The space Mat(N) of
Hermitian N � N matrices is equipped with an inner product and norm given by

hF ;Y i = Tr(F †Y ); kF k2
2 = hF ;F i : (7)

This structure makes Mat(N) a Hilbert space and, moreover, a Banach algebra, since kFY k � k F kkYk.
By analogy with quantum mechanics, we seek to identify the space of observables Mat(N) with the space L2(M ) of

square-integrable functions on a d-dimensional manifold M , equipped with the inner product

hf ;y i =
Z

M

Wf � y ; kf k2
2 =

Z

M

Wjf j2 (8)

and the associated norm. Here Wdenotes the underlying (symplectic) measure on M . This leads to a correspondence

Mat(N) � ! L2(M ); (9)

which should preserve the inner products (7) and (8) at least in an appropriate “semiclassical” regime, along with additional
structure discussed below. In particular, the observables Xa in a given matrix configuration are interpreted as quantized
embedding functions of M into the feature space:

Xa � xa : M ! RD: (10)

This idea proves remarkably effective for encoding large datasets and can be implemented in practice as follows.
The key tool for establishing the correspondence in (9) between a given matrix configuration f Xag and a “quantum”

geometry is the displacement Hamiltonianintroduced in (1). This is a positive Hermitian operator associated to each point
(xa) 2 RD in feature space. Since H(x) is positive (semi)definite, we can determine its ground state(s) and corresponding energy.
For generic points x 2 RD, the ground state is expected to be non-degenerate. In such cases, we define the quasi-coherent state
jxi as the unique ground state of H(x) with the ground state energy l (x) (the minimal eigenvalue):

H(x)jxi = l (x)jxi : (11)

As in quantum mechanics, these quasi-coherent states can be used to compute the expectation values of observables. The
ground state energy satisfies the decomposition

2l (x) = s 2(x) + d2(x); (12)

where s 2(x) is the total quantum uncertainty (3) of the observables Xa in the state jxi , and d2(x) measures the squared
displacement between the point x 2 RD and the expectation values hXai = hxjXajxi in the quasi-coherent state (2). Hence, the
map

R̃D ! RD; x 7! hxjXajxi (13)
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associates to each point x in feature space the expectation values of the observables Xa, interpreted as the closest and optimally
localized point on the emergent manifold M . Here, R̃D � RD denotes the set of points for which the ground state of H(x) is
non-degenerate. This map is highly nonlinear yet smooth and typically defines an approximate projection from R̃D onto M .

The full quantum geometry can be visualized by sampling random points in a region of feature space and plotting
their images under the map (13). The resulting quantum geometry point cloud—or QG point cloud—gives an effective
representation of M . This picture can be further enriched by visualizing additional quantities, such as the uncertainty s (x) of
the quasi-coherent states, using color or size to encode fluctuations.

The quantities l and s serve as indicators of the quality of the quantum geometry at a given point x; small values of l and
s correspond to high fidelity. Generically, such quantum geometries are expected to consist of N quantum cells, labeled by
i = 1; : : : ;N. As in quantum mechanics, these quantum cells do not have fixed shape or volume, but they provide an intuitive
picture of the information content and intrinsic uncertainty in the framework.

By selecting a representative point xi 2 RD within each quantum cell, we obtain the approximations

Tr(F ) �
Z

M

Wf (x) � å
i

f (xi); kF k2
2 �

Z

M

Wjf (x)j2 � å
i

jf (xi)j2 � k f k2
2 (14)

for matrices F corresponding to functions f in the semiclassical regime, cf. (8). In particular, for the identity matrix 1l, this
yields an estimate for the dimension N of the Hilbert space:

N = k1lk2
2 �

Z

M

W � å
i

1 : (15)

Commuting matrix configurations. An important example of degenerate quantum geometry is provided by a matrix
configuration with vanishing commutators, [Xa;Xb] = 0. In this case, there exists a common eigenbasis jii such that

Xa = å
i

x(i)
a jiihij:

This defines N points x(i)
a 2 RD in feature space. Since the displacement Hamiltonian is diagonal in this basis, the quasi-coherent

state jxi is simply the eigenstate jii corresponding to the point closest to x. The ground state energy l (x) is then the squared
distance from x to the nearest x(i) . Thus, for a given dataset, the commuting matrix configuration that minimizes the total
ground state energy effectively recovers the K-means clustering into N centroids x(i)

a 2 RD.
While simple and intuitive, commuting configurations suffer from lattice artifacts and lack smoothness. In contrast, quantum

geometries based on noncommuting N � N matrices yield fuzzy but smooth approximations of continuous spaces.
A few basic examples of genuine quantum geometries discussed in the literature13 are presented in Appendix A.
In the context of QCML, the matrix configuration f Xag is not fixed a priori but learned directly from the data.

4.1 Quantum geometric structure of M
Given a matrix configuration f Xag, we define the abstract quantum spaceM to be the set of quasi-coherent states, modulo
phase13:

M := fj xi j x 2 Qg=U(1) � CPN� 1; (16)

where Q � RD is a sufficiently large hypercube in feature space containing the relevant data.
The space M can be embedded into feature space via the map

M ! RD; jxi 7! h xjXkjxi ; (17)

which refines the projection (13). This embedding can be visualized by sampling random points in Q; their images under
(17) typically concentrate around a submanifold of RD, which can be interpreted as an approximation to the underlying data
manifold.1

Viewing M as a subspace of the Hilbert space—or more precisely, of projective Hilbert space CPN—reveals additional
geometric and algebraic structure, justifying the designation of M as a “quantum space.”

As in quantum mechanics, the embedding into complex Hilbert space induces natural geometric structures on M : a
connection A (also known as Berry connection in the context of adiabatic theory), a closed two-form w = dA, and a quantum

1This often involves a mild “thickening” or oxidation of the data manifold (cf. Ref. 25), which is not problematic in the present context.
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metricg. These are obtained as pull-backs of the symplectic structure and the Fubini–Study metric on CPN� 1. Together,
they form the quantum geometric tensorqmn, which is encoded in the inner product of quasi-coherent states, hxjyi =
expf ij (x;y) � D2(x;y)g, and can be computed explicitly as

qmn= 1
2 (gmn+ iwmn) = ( ¶m+ iAm)hxj (¶n � iAn)jxi ; iAm = hxj¶mjxi : (18)

These structures are defined entirely within the quantum framework, without requiring a semiclassical approximation, and
can be readily computed numerically. They are useful, for instance, in estimating the intrinsic dimension of M 8. Importantly,
the function D(x;y) measures the intrinsic distance between two points x;y 2 M with respect to the quantum metric g, rather
than their distance in feature space.

This additional structure on M offers qualitatively new perspectives for data representation that go beyond classical
methods. For instance, the distance on M defined by the quantum metric g captures the intrinsic proximity between states
jxi , which may differ significantly from distances in feature space. Most strikingly, distinct points on M can be mapped to
the same point in feature space via (17), even if they are widely separated with respect to the quantum metric. This enables
the coherent modeling of different objects that share the same classical features—for example, a single word or phrase with
multiple, unrelated meanings. The symplectic structure w quantifies the local intrinsic uncertainty of M and can be computed
via the parallel transport induced by the connection A. Moreover, by using suitable variants of the displacement Hamiltonian,
one can define non-local quantum states that reveal non-classical correlations, similar to those familiar from quantum mechanics.
All of this emerges naturally from the complex structure of Hilbert space and operators underlying the present framework. A
practical use case for the state proximity is discussed in Ref. 11.

Quantum geometry is formally restricted to even-dimensional manifolds, as it is built upon symplectic structures. However,
this turns out not to be a limitation in practice: our training algorithm can still produce matrix configurations that effectively
describe odd-dimensional geometries. These tend to emerge as degenerate limits of even-dimensional quantum spaces—for
example, a circle may be represented by a very thin torus, and a line segment by an elongated, nearly one-dimensional ellipsoid.

4.2 Topological properties of M
The framework of quantum geometry allows not only for the identification of disconnected components of M (see Section 4.4),
but also for the extraction of finer topological features. We illustrate this through the second cohomology group H2(M ),
as encoded in the cohomology class of the closed two-form w. For any two-cycle S2 � M , one can define integer-valued
topological charges via

c1 :=
Z

S2

w
2p

2 Z; (19)

known as the first Chern number. The integral (19) can be interpreted as “magnetic” flux through S2, which is always integer-
valued because w is the curvature of the connection one-form A defined in (18) on the line bundle of quasi-coherent states over
M . In the context of quantum mechanics, w is known as Berry curvature. Any non-zero c1 6= 0 implies that the embedding
S2 � M is non-contractible, reflecting a non-trivial topological structure of M . In practice, we compute such integrals over
spheres S2 � R3 � RD, chosen to encircle isolated degeneracy points of the displacement Hamiltonian H(x). These are points
in feature space where the ground state becomes degenerate. Since w is both smooth and quantized, the integral (19) can
be nonzero only if S2 encloses such degeneracies. These degeneracy points are typically isolated in R3 and can be detected
numerically. Commonly referred to as “monopoles,” they act as sources of Berry curvature and are characterized by integer
topological charges (19).

In the right panel of Figure 2 we showed in blue the degeneracy point found numerically for the uniform sphere example
(fuzzy S2

4). For ideal fuzzy sphere geometry there is a single degeneracy point (monopole) located at the origin and having
topological charge 3. This is not generic situation and for QCML learned matrices the finer resolution shows three nearby
degeneracy points each having unit topological charge.

Chern numbers and monopoles offer powerful geometric and topological tools for understanding the structure of datasets,
especially those represented on manifolds or exhibiting internal symmetries. Chern classes capture global properties of vector
bundles over data manifolds, identifying when it is impossible to define consistent, global coordinates or features across the
entire dataset, revealing intrinsic curvature or twisting in the underlying structure. Monopoles represent topological defects
or singularities, often reflecting global phase behavior or nontrivial connections in the data. This opens the possibility of
classifying datasets based on topological signatures, yielding robust, interpretable features that are stable under deformation
or noise. Quantum geometry tools enable the systematic extraction of topological invariants from matrix configurations.
Generalizations to higher cohomology groups and characteristic classes are possible; see Ref. 12, Sec. 4.2.1. QCML suggests
how skills are parsimoniously learned by a cognitive agent without memorizing the details of the training examples. Further,
discrete topological properties of quantum geometry point to topological phase transitions in the course of training as a plausible
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model of insight, i.e., an abrupt re-framing of the internal representation of data by the cognitive agent, while QCML Cloud as
a global model of data provides a mechanism of extrapolation and generalization beyond the training examples.

4.3 The matrix Laplacian
If the intrinsic quantum structure is sufficiently fine, the quantum geometry can be approximated by a semi-classicalgeometry,
relating observables to classical functions as in (9). In this regime, commutators of observables reduce to

p
� 1 times the

Poisson brackets of the corresponding classical functions, consistent with the correspondence principle of quantum mechanics.
The two-form w can then be interpreted as the symplectic form associated with the Poisson structure on M . In particular, large
values of jwj correspond to small local uncertainty. Moreover, the commutators

Ñ a := [ Xa; � ] � if xa; �g (20)

can be viewed as quantized Hamiltonian vector fields on M , generated by the quantized functions Xa � xa : M ! RD that
define the embedding map (17). This perspective provides a geometric understanding of structures such as the matrix Laplacian.

The matrix Laplacian plays a role analogous to the Laplace–Beltrami operator on a classical manifold and is central to
understanding the global geometry of the learned quantum space.

Given any matrix configuration f Xag, we define the matrix Laplacian as

D= å
a

[Xa; [Xa; �]]: (21)

This construction is equivalent to D= Ñ aÑ a, where Ñ a is defined in equation (20). The matrix Laplacian is a Hermitian, positive-
definite operator acting on the space Mat(N) of matrices. Its spectrum and eigenmatrices—referred to as eigenmaps—encode
meaningful geometric features of the quantum space M :

DYi = l iYi ; spec(D) = f l 0; l 1; : : : ; l maxg: (22)

The spectrum reflects properties such as connectedness and effective dimensionality of the quantum geometry. In particular,
zero modes correspond to sectors of the matrix configuration that are mutually commuting or disconnected. For irreducible
configurations, the asymptotic distribution of eigenvalues can be used to estimate the intrinsic dimension of M via Weyl’s law:

N(l ) � l d=2 as l ! ¥ ; (23)

where N(l ) denotes the number of eigenvalues less than or equal to l , and d is the intrinsic dimension.
As a simple illustration of the use of matrix Laplacian spectrum let us go back to the example of a uniform spherical

distribution in Figure 2. We construct the matrix Laplacian from the learned X-matrices (6) and present its spectrum in Figure 4.
For the fuzzy sphere corresponding to angular momenta in the N = 2 j + 1 dimensional representation the spectrum is given by
exact eigenalues ‘ (‘ + 1) with degeneracies 2‘ + 1 and ‘ = 0;1; : : : ;2 j . We can see from the figure that the Laplacian spectrum
corresponding to the QCML learned matrices for N = 4 (6) matches after suitable rescaling the exact values for the fuzzy
sphere.

More detailed information on the spectral and variational properties of D is provided in Appendix B.
In situations where the ambient feature space dimension D is much larger than the intrinsic dimension d of the data, it

becomes desirable to capture the underlying data manifold using a reduced set of matrices. A powerful approach to this problem
is described in the next section.

4.4 Laplacian eigenmaps and reduced matrix configurations
In classical statistics, Principal Component Analysis (PCA) is based on the covariance matrix S of a random variable. The goal
of PCA is to capture the dominant modes of variation in the data by computing the eigenvectors of an empirical estimate of S.
These eigenvectors identify the directions of maximal variance, while the corresponding eigenvalues quantify the extent of
variability along each direction.

In graph-based learning, the graph Laplacian L is defined as the difference between the degree matrix and the adjacency
matrix. It encodes the connectivity of the graph and provides a notion of smoothness for functions defined on its nodes. The
eigenvectors of L with small eigenvalues correspond to functions that vary most smoothly across adjacent nodes. Techniques
such as Laplacian eigenmaps and diffusion maps exploit this structure: the leading eigenvectors represent the slowest decaying
modes of diffusion and reveal the large-scale geometry of the underlying manifold.

In quantum geometry, the matrix Laplacian defined in (21) plays a role analogous to that of the classical Laplacian, acting as
a second-order differential operator that encodes curvature and diffusion properties—now within a noncommutative algebraic
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Figure 4. Comparison between the spectrum of the matrix Laplacian learned from the data shown in Figure 2
and the exact spectrum of the fuzzy sphere S2

4. The blue points correspond to the spectrum learned by the
model, while the red points show the rescaled exact eigenvalues ‘ (‘ + 1)=( j + W)2 with multiplicities 2‘ + 1,
where ‘ = 0;1; : : : ;2 j = 3.

structure. Such operator-based approaches have been extensively developed in the study of quantum manifolds, particularly in
the work of Steinacker12, 13.

The connection between the Laplacian and commutator structures is particularly profound. In classical settings, the
Laplacian measures local variation through second derivatives; in the quantum setting, double commutators provide a natural
noncommutative analogue, capturing notions of curvature and diffusion. The matrix Laplacian thus serves as a quantum analog
of the classical Laplacian, unifying diffusion, uncertainty, and geometry within a single operator framework. This observation
motivates the development of dimensionality reduction methods based on the spectral properties of the matrix Laplacian.

To understand qualitative features of the quantum geometry, we propose replacing the original high-dimensional model
with a reduced model defined on a lower-dimensional abstract feature space. Specifically, we seek a set of matrices f Yig
that provide an optimally flat representation of the matrix geometry, in the spirit of Ref. 4. More precisely we look for a
reduced set of n Hermitian matrices maximally compatible with the quantum geometry given by Xa, that is we aim to minimize
å n

i= 1 å D
a= 1 tr[Xa;Yi ]†[Xa;Yi ] subject to normalization condition trY2

i = 1.
This is achieved by selecting the first n eigenmaps of the matrix Laplacian,

DYi = l iYi ; i = 1; : : : ;n; (24)

and interpreting them as a reduced (abstract) matrix configuration f Yig. This yields an abstract representation of the
underlying quantum geometry, viewed as an optimally flat embedding Y : M ,! Rn.

To faithfully capture the geometry of M , the number of components n should be chosen to match or exceed its intrinsic
dimension. We require the matrices Yi to form an orthonormal basis,

Tr(Y†
i Yj ) = di j ; in particular kYik2 = 1:

By construction, the embedding defined by the matrices Yi has minimal geometric energy or curvature (see Appendix B);
that is, it is as flat as possible, in analogy to Ref. 4. This also implies that the relative uncertainty of each Yi is minimized.
As such, the set f Yig provides an optimal semi-classical representation MY of M , particularly well suited for extracting the
structure of the quantum geometry—most notably its topology.

Moreover, the intrinsic quantum space MY � CPN� 1, defined via the quasi-coherent states of the reduced matrix configura-
tion, is expected to closely approximate that of the original. Accordingly, geometric quantities such as the quantum metric g
and symplectic form w are expected to be similar.

The reduced matrix configuration f Yig can therefore be regarded as an abstract model for the intrinsic quantum geometry.
This model can be visualized by constructing the embedding map (17), using the displacement Hamiltonian built from the
matrices Yi as defined in (1).

In particular, we define the reduced matrix Laplacian as

D̃ :=
n

å
i= 0

[Yi ; [Yi ; �]]; (25)
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for a suitable choice of n. This reduced operator is useful for extracting structural features of the learned model, such as intrinsic
dimension, topological characteristics, and other potentially hidden properties of the data. However, it captures the geometry of
the original feature space only indirectly.

One may carry over the data by mapping the original quasi-coherent states jx j i corresponding to the data points into
the abstract feature space via the expectations hx j jYi jx j i . This procedure transforms raw features into more conceptual
representations—for example, converting unstructured image pixels into perceptually meaningful features.

A more elegant method for obtaining a smoothed quantum geometry, while staying within the original feature space, is to
orthogonally project the original observables Xa onto the span of the eigenmaps Yi :

X̃a := å
i

baiYi ; bai = Tr(Y†
i Xa): (26)

The resulting matrix configuration f X̃ag defines a UV-regularized version of the quantum geometry in the feature space.
Since the eigenmaps f Yig form an orthonormal basis of Mat(N), this procedure effectively filters out high-frequency modes,
preserving the essential geometric and metric structure of the data.

In this work we focus on smooth geometric objects and use semiclassical descriptions. However, when additional insight
into the nature of the observables is available, it may be preferable not to smooth out certain discontinuous operators—such as
classifying observables or “quantum observables” of the form X = jxihyj + jyihxj. These operators can encode correlations
between distant or disconnected regions of the quantum geometry, highlighting a key strength of the QCML approach. In
particular, such ultra quantum observables can be used for supervised QCML training which is out of the scope of this work.

More broadly, the spectra of operators not only encode geometric structure but also offer a universal language in which
geometry, physics, and data representations may be seen as emergent from spectral properties alone.

Zero modes and separating connected components of M . For irreducible matrix configurations, the Laplacian D is strictly
positive, with the exception of the trivial zero mode given by the identity matrix 1l. This is no longer the case for reducible
matrix configurations composed of k irreducible blocks, such as

Xa =

0

@
Xa(1) 0 0

0 Xa(2) 0
0 0 Xa(3)

1

A : (27)

This block structure is only manifest in an adapted basis, but it can be detected and reconstructed directly from the configuration
f Xag by analyzing the zero modes of the Laplacian D.

Let P1; : : : ;Pk denote the projectors onto the irreducible blocks, satisfying PiPj = di j Pj and P†
j = Pj . These projectors are

zero modes of D, i.e., DPj = 0. Conversely, any zero mode E j must be a linear combination E j = å k ejkPk of these projectors.
Thus, the projectors Pk can be extracted from the eigenspaces corresponding to zero (or near-zero) eigenvalues.

In practice, the blocks may not be perfectly separated—for instance, due to noise—and one typically encounters several
“almost-zero” modes E j that approximately correspond to irreducible components. Care must be taken in distinguishing these
modes from the rest of the spectrum. A complete set of projectors is obtained when the relation å j Pj = 1l is satisfied.

4.5 Avoiding the curse of dimensionality with high-dimensional quantum geometry
High-dimensional data often suffer from the “curse of dimensionality”—an exponential growth in volume that renders many
classical methods inefficient1. However, most real-world datasets exhibit concentration of measure26, meaning that the data are
effectively supported on lower-dimensional manifolds. This motivates dimensionality reduction as a necessity rather than a
convenience.

Classical methods such as PCA, Laplacian eigenmaps, and UMAP4, 27, 28 aim to recover the intrinsic manifold by analyzing
pairwise distances. However, these approaches rely solely on pointwise information, limiting their ability to capture global
geometric or topological structure.

Quantum geometry offers a powerful alternative. Here, geometry is encoded not in distances between data points, but in a
continuous manifold M � CPN� 1 defined by quasi-coherent states derived from a learned matrix configuration f Xag. The
geometry is governed by operator spectra and quasi-classical quantities such as the quantum metric and symplectic form12.

This representation is remarkably efficient: for example, the minimal fuzzy CPN� 1 discussed in Appendix A encodes a
smooth 2(N � 1)-dimensional manifold using only N2 � 1 matrices of size N. In general, a compact manifold of intrinsic
dimension d can be captured by fuzzy geometry using only d+ 1 matrices. Unlike lattice-based methods, the required resources
grow slowly—often linearly—with intrinsic dimension.

While the minimal configurations are rigid, increasing expressivity through higher harmonics (polynomials in Xa) is possible
with a moderate increase in matrix size. Importantly, increasing the number of features does not require larger matrices unless
the new features carry independent geometric content.
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More generally, in the extended version of quantum geometry used in QCML, we retain not only Hermitian matrices but
also quasi-coherent states corresponding to data points. In this setting, the total number of real parameters describing the
representation is P = DN2 + 2T(N � 1), where D, T, and N denote the number of features, the number of data points, and the
dimension of the Hilbert space—a hyperparameter of the model. The QCML representation of the data is lossy for small N,
when the number of learned parameters is (much) smaller than the full dimensionality of the dataset, i.e., P < TD. Increasing N
reduces the degree of lossiness, with the representation becoming lossless at sufficiently large N (definitely when N � T). In
applications8–11 where important features of the data can be captured with modest values of N, this approach overcomes the
curse of dimensionality.

In summary, quantum geometry—when paired with the concentration of measure—offers a scalable and expressive approach
to modeling high-dimensional data. Using this modeling, QCML can efficiently capture curvature, topology, intrinsic dimension,
and other geometric characteristics of the data8.

5 Examples
The basic example shown in Figure 2 considers data points uniformly distributed on the surface of the unit sphere, a setting
with high symmetry. In such cases, it is not surprising that the quantum geometric representation performs exceptionally well.

In this section, we turn to more complex datasets to demonstrate that QCML continues to produce meaningful quantum
geometric representations even in the absence of strong symmetry. We show that key geometric and topological features of
the data can be naturally and robustly extracted from the resulting quantum geometry. A summary table of the examples is
provided in Appendix D.

5.1 Two disconnected spheres with noise
Consider two 2D spheres with centers at x = y = 0 and z= 0;3 and radii 1;1:5, respectively. The data will consist of n = 2000
points generated uniformly over surfaces of these spheres with the standard Gaussian noise of the strength h = 0:1 added to
each coordinate of the generated point.

Figure 5. Left: Dataset of 2000 points sampled uniformly from the surfaces of two spheres centered at z= 0
and z= 3 with radii 1.5 and 1, respectively. The surfaces are shown in gray. Gaussian noise with standard
deviation h = 0:1 was added independently to each coordinate of each point. Right: Quantum geometric
representation learned via trained quantum operators X. The QCML point cloud is shown, with point colors
indicating the local Berry curvature. Seven degeneracy points of the displacement Hamiltonian (monopoles)
are highlighted in red and blue, corresponding to topological charges � 1, respectively.

Figure 5 shows the original dataset alongside the corresponding QCML cloud, derived from the expectation values of the
quantum geometric operators learned during training. The QCML representation is visibly less noisy, with points clustering
tightly around the underlying surfaces defined by the learned quantum geometry. Seven degeneracy points of the displacement
Hamiltonian are identified and color-coded by their topological charges. Four monopoles, i.e., degeneracy points with
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topological charges c1 6= 0), are concentrated near the center of the larger sphere and two near the smaller one—reflecting the
ratio of their surface areas and the uniform sampling density. Accordingly, the Berry curvature, indicated by the point colors, is
approximately constant across each sphere, as expected. The one notable exception is the region near the seventh monopole,
located where the two spheres approach each other. This monopole encodes crucial quantum information: it reveals a “neck”
between the spheres caused by noise, indicating that they are not fully disconnected.

The QCML cloud encodes both the learned quantum geometry and the original data distribution. To isolate the quantum
geometry itself, we visualize the corresponding point cloud in Figure 6.

Figure 6. Left: Quantum geometry point cloud derived from the learned quantum geometry. Points are colored
by the uncertainty s (x) evaluated at each location. Seven degeneracy points (monopoles) of the displacement
Hamiltonian are highlighted in red and blue, corresponding to topological charges � 1, respectively. Right:
Partial spectrum of the matrix Laplacian derived from the learned quantum geometry. The first 12 eigenvalues
are shown. A spectral gap separates the first two eigenvalues from the rest, consistent with the presence of
two almost disconnected components in the data.

The resulting quantum geometry consists of two nearly perfect spheres connected by a bridge. The uncertainty is visibly
higher in the bridge region. This point cloud can be viewed as a quantum geometric model of the data.

Figure 6 shows the spectrum of the matrix Laplacian constructed from the learned quantum geometry. The eigenvalue
structure reveals important topological and geometric features of the data manifold. The lowest two eigenvalues are nearly
degenerate, indicating that the data consists of two almost disconnected components. Moreover, the next six eigenvalues appear
in triples, corresponding to the triply degenerate l = 1 modes on the first and second spheres.

5.2 A sphere with non-uniform distribution of points
As our next example, consider a dataset consisting of 2000 points distributed on the surface of a unit two-dimensional sphere,
with a probability measure proportional to (1 + cosq)2. This distribution is denser near the north pole of the sphere. We also
add standard Gaussian noise with strength h = 0:1 to each coordinate of the generated points.

Figure 7 shows the original dataset alongside the corresponding QCML cloud, derived from the expectation values of
quantum geometric operators learned during training. To visualize the learned quantum geometry in isolation from the original
data, we present the corresponding point cloud in Figure 8.

The resulting quantum geometry forms a deformed spherical surface. The upper region closely resembles a unit sphere,
while the lower region is visibly compressed. Notably, the uncertainty is higher in the lower part of the surface, where the
original data was sparsely sampled. This point cloud serves as a quantum geometric model of the data: the learned geometry
fills in missing regions with coherent cloud points while preserving elevated quantum uncertainty in areas of low data density.

We also show in Figure 8 the spectrum of the matrix Laplacian constructed from the learned quantum geometry. The
clustering of eigenvalues into groups of 1, 3, and 5 reflects the characteristic spectrum of the Laplacian on a sphere, corresponding
to angular momentum modes ‘ = 0;1;2, respectively. We also checked that the Weyl approach to investigate the intrinsic
dimension outlined in Section 4.3, confirms that the intrinsic dimension of the data manifold is consistent with d = 2.
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Figure 7. Left: Dataset of 2000 points sampled with the measure proportional to (1 + cosq)2 on the surface
of a 2D unit sphere. The unit sphere is shown in gray for reference. Gaussian noise with standard deviation
h = 0:1 was added independently to each coordinate of each point. Right: Quantum geometric representation
learned via trained quantum operators X. The QCML point cloud is shown, with point colors indicating the
local Berry curvature. Seven degeneracy points of the displacement Hamiltonian (monopoles) are highlighted
in blue, corresponding to topological charges � 1.

Figure 8. Left: Quantum geometry point cloud derived from the learned quantum geometry. Points are
colored by the uncertainty s (x) evaluated at each location. Seven degeneracy points (monopoles) of the
displacement Hamiltonian are highlighted in blue, corresponding to topological charge � 1. Right: Partial
spectrum of the matrix Laplacian derived from the learned quantum geometry. The first 12 eigenvalues are
shown. The clustering of eigenvalues into groups of 1, 3, and 5 reflects the characteristic spectrum of the
Laplacian on a sphere, corresponding to angular momentum modes ‘ = 0;1;2, respectively.
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5.3 Dataset of conformal maps
The next synthetic example demonstrates how QCML handles high-dimensional data with low intrinsic dimension. We first
consider a dataset consisting of conformal maps from the unit disk in C to itself, given by

z7! f (zj a;q) = eiq a � z
1 � āz

; (28)

where each map is parametrized by an angle q 2 [0;2p) and a complex number a that satisfies jaj < 1. After examining
conformal self-maps of the unit disk, we will generalize to datasets consisting of analytic self-maps of the unit ball in Cn for
n=2, 3, 4, and 5. While the space of all such maps is infinite-dimensional, we construct a finite dataset by discretizing these
maps as follows.

We begin by sampling 100 fixed reference points f (x̃i ; ỹi)g uniformly from the interior of the unit disk. For given parameters
a and q , we compute the image of these reference points under the map f (zj a;q), yielding a set of transformed points f (xi ;yi)g
with xi + iyi = f (x̃i + iỹi j a;q). We consider the point (x1;y1;x2;y2; : : : ;x100;y100) as a data point in RD with D = 200 that
approximately encodes the conformal map f (zja;q).

For simplicity, we fix q = 0 (i.e., no global rotation) and sample a uniformly from the disk of radius rmax = 0:9. This yields
a set f atg for t = 1; : : : ;T = 2000, from which the corresponding data points are computed. The resulting dataset consists of
2000 conformal maps f f tgT

t= 1, each represented by 200 real coordinates xt
i ;y

t
i . The full dataset forms a T � D matrix with

D = 200 and T = 2000, which serves as the input to QCML.
The advantage of this set is that we know that the data points concentrate near two-dimensional surface parametrized by a

and embedded into 200-dimensional space.
The Figure 9 shows examples of data points. Each data point is shown as 100 black points inside the unit disk. The

points have been obtained as the image of 100 reference points under conformal transformation (28) with q = 0 and randomly
generated a. We performed QCML training to the dataset with N = 8;w = 0:1. The corresponding QCML cloud is shown as
orange points in the same figure. The QCML points are pretty close to the original points confirming that learning has been
successful.

Figure 9. Examples of conformal maps from the dataset. Each map is represented by the image (black points)
of 100 reference points (shown in the leftmost panel) under a conformal transformation f (z;at ;q = 0), where
at is sampled uniformly from the disk jaj < 0:9. The corresponding QCML-learned quantum geometric
representations are shown in orange. The associated complex parameters a are displayed in polar coordinates.

To extract the intrinsic dimension of the dataset from QCML we use the approach of Ref. 8 and plot the spectrum of the
quantum metric (see Section 4.1) evaluated at every point of QCML cloud. The plot is shown in the left panel of Figure 10 and
demonstrates clear gap between the top two eigenvalues and the rest signifying the intrinsic dimension d = 2 of the data. The
matrix Laplacian spectrum is shown in the right panel of Figure 10 as a spectral counting function N(l ). The latter is defined
as the number of eigenvalues lower than l . This is a log-log plot illustrating that the spectrum is consistent with the Weyl’s law
with d = 2 (see Section 4.3).

Another important tool of QCML data analysis is matrix Laplacian eigenmaps (Section 4.4). We compute the eigenmodes
Yk of the matrix Laplacian. The lowest mode Y0 is always proportional to a unity matrix. We find the overlap coefficients
tr(YkXi) between the Hermitian matrices Yk and the feature matrices Xi learned during QCML training. The obtained overlap
matrix is presented as a heatmap in Figure 11. The size and intensity of circles indicate the magnitude of the overlap. It is clear
from the figure that the first two mode Y1;2 clearly dominate. It is not surprising that they correlate with the x and y features of
data points as can be seen from the chessboard pattern of overlaps.

To have even better understanding on how QCML “learned” geometry of the data we plot the QCML cloud projected onto
Y1 � Y2 matrix geometry. The Figure 12 shows a scatter plot of points hxt jY1;2 jxt i computed using quasi-coherent states jxt i
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Figure 10. Left: Spectrum of the quantum metric at all data points for the conformal map dataset. Gray lines
show the spread of eigenvalues; black dots indicate the mean. The gap after the first two eigenvalues suggests
intrinsic dimension d = 2. Right: Spectral counting function N(l ) vs eigenvalue l of the matrix Laplacian.
The approximate quadratic growth of N(l ) � l d=2 confirms d = 2 as an intrinsic dimension of the data.

Figure 11. Overlap matrix between the learned quantum observables Xa and the eigenmodes Yi of the matrix
Laplacian. The size and intensity of circles indicate the magnitude of the overlap Tr(YiXa). Only a subset of
the operators is shown. The strong alignment of Xa with only first two leading eigenmodes Y1;2 suggests the
those correspond to the dominant geometric directions in the feature space. Only a portion of the full overlap
matrix is shown.
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for dataset points. We color the points by jat j (left panel) and by arg(at ) (right panel), where at is a complex parameter of a
conformal map corresponding to the point. While the QCML training was not supervised so that values at were not used, there
is a clear color pattern in Figure 12. One can roughly think about Y1;2 corresponding to real and imaginary parts of a so that
Y1 + iY2 � a.

As it can be seen from the matrix overlap in Figure 11, the component Y3 is also significant. We therefore plot the 3D
projection of the QCML cloud in Figure 13. It shows a 2D surface embedded in the 3D space. The surface has a topology of a
disk and preserves the rotational symmetry of the disk. Figure 12 is a 2D projection of the 3D one and loses some important
structure (e.g., notice the folding of the surface under the projection close to the disk boundary). The original dataset contains
not only the geometry of a-disk but also important information specific to the embedding into high-dimensional feature space.
This information is encoded into higher eigenmaps. The eigenmaps with very high eigenvalues roughly correspond to higher
harmonics of the data distribution and are sensitive to the noise caused by statistical nature of this synthetic dataset.

The conformal maps of the unit disk B1 considered here, can be generalized to the analytic self-maps of a unit ball Bn � Cn,
for arbitrary integer n > 1. These are known as the Blaschke-Potapov factors29,

z7! f (zj a;q) = eiq
q

1 � k ak2 a � z
1 � h ajzi

(In � aa†)� 1
2 : (29)

Here z;a 2 Bn and q 2 [0;2p), kak represents the norm of a, hajzi is the complex inner product, and (In � aa†)� 1
2 represents

the negative half power of a matrix. We generated datasets using (29) with random a-s for n = 2;3;4, and 5. We applied QCML
training to these Blaschke-Potapov map datasets. The intrinsic dimension was correctly computed at all sample points for all
tested dimensions.

To conclude, this example demonstrates that QCML is effective at learning symmetries, topology and other geometric
features of higher-dimensional datasets without manually adding inductive biases catered to conformal maps or other analytic
structures. As a result, QCML is a natural tool to analyze datasets that were created by a potentially exotic generation
process. Such datasets include model weights from neural network training, complex sensor networks in medical imaging and
measurement, and scientific data with many features.

Figure 12. QCML cloud for the conformal map dataset visualized using the first two Laplacian eigenmaps
(Y1;Y2). Left: Points are colored by the modulus jaj of the complex parameter generating the map. Right:
Points are colored by the phase arg(a).

5.4 Wisconsin Breast Cancer Data
We also evaluate our methodology on the Diagnostic Wisconsin Breast Cancer Database15. This data contains 569 data points,
each representing an image obtained via fine needle aspiration of a breast tumor. From each image, 30 features are extracted to
characterize the properties of the cell nuclei present. We have T = 569 samples lying on a manifold embedded in a D = 30
dimensional Euclidean space. Ten real-valued features are computed for each cell nucleus: radius (mean of distances from
center to points on the perimeter); texture (standard deviation of grayscale values); perimeter; area; smoothness (local variation
in radius lengths); compactness (perimeter2=area � 1:0); concavity (severity of concave portions of the contour); concave points
(number of concave portions of the contour); symmetry; fractal dimension (“coastline approximation” - 1). The features consist
of the mean (1), standard error (2), and “worst” or largest (mean of the three largest values) (3) of these features were calculated
for each image, resulting in 30 features. For example, the mean, standard deviation, and worst of fractal dimension represent
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Figure 13. Quantum geometry of the conformal map dataset visualized via Laplacian eigenmaps (Y1;Y2;Y3).
Left: Points colored by modulus jaj of the conformal parameter. Right: Same embedding, colored by argument
arg(a).

different aspects of the fractal dimension measurements. The 30 features vary widely in scale, with standard deviations ranging
from 2:65 � 10� 3 to 5:69 � 102. To account for this, we apply standard scaling to normalize each feature to have zero mean and
unit variance. Given the ambient dimensionality D = 30, we select a Hilbert space dimension of N = 8. For the loss function,
we incorporate a quantum fluctuation term with weight factor w = 0:1, as specified in equation (4).

For these data, the QCML approach in Ref. 8 gives an intrinsic dimension estimate of two. PCA identifies the directions in
which the data vary the most and, when applied to the WBC dataset, typically reveals that over 95% of the variance can be
captured in just 6 to 10 principal components. This suggests that while the data exist in a 30-dimensional space, its meaningful
structure lies largely within a much lower-dimensional subspace. To gain more detailed insight into the geometry of the
lower-dimensional space and its embedding, we compute the spectrum of the matrix Laplacian. The Laplacian spectrum, shown
in the left panel of Figure 14, does not exhibit degenerate zero modes, indicating the absence of disconnected components in
the data. Moreover, the spectrum supports an intrinsic dimension of two, consistent with an analysis based on Weyl’s law (not
shown).

In the right panel of Figure 14, we show the overlap matrix Tr(YiXa) between the learned observables Xa, corresponding to
the 30 WBC features, and the Laplacian eigenmaps Yi computed from Eq. (24). Only the portion of the matrix corresponding to
eigenmaps Y1 through Y31 is shown; the zero mode Y0, which is proportional to the identity matrix, is omitted. Eigenmaps with
lower eigenvalues tend to capture more global properties of the data and offer valuable insights into feature relevance. This
analysis may be viewed as dual to conventional PCA.

6 Discussion
In this work we studied how QCML encodes the data in the form of quantum geometry. We considered a few examples of
datasets and showed that the quantum geometry obtained via QCML allows one to uncover some properties of geometric objects
underlying the data. In particular, in synthetic examples presented in Sections 5.1-5.3 we obtained information on connectivity,
intrinsic dimension, quantum geometric tensor, topological invariants, and matrix Laplacian spectra. For the real-life WBC
dataset30 in Section 5.4, we used quantum geometric tools to make statements about the connectivity and intrinsic dimensions
of datasets and to select principal components.

Any new way of looking at the data has the potential to reveal hidden patterns and previously unnoticed properties. QCML
is inherently geometric in nature. It suggests a quantum geometric perspective for thinking about the data.

We summarize some advantages of applying QCML/quantum geometry for data analysis.

• QCML constructs a quantum geometry by learning a configuration of Hermitian matrices and quasi-coherent states from
the data, enabling a smooth, compact representation of high-dimensional geometric structures.

• Matrix geometries encode complex, nonlinear structures with remarkable efficiency—avoiding lattice artifacts and
avoiding the curse of dimensionality.

• The intrinsic uncertainty of quantum states acts as a natural form of regularization, suppressing overfitting and making
QCML robust to noise.
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Figure 14. Left: Partial spectrum of the matrix Laplacian derived from the learned quantum geometry.
The absence of degenerate zero modes indicates the presence of no disconnected components in the data.
Right: Overlap matrix between the learned quantum observables Xa (rows) corresponding to 30 features of
the Wisconsin Breast Cancer Data and the eigenmodes Yi of the matrix Laplacian (columns). The size and
intensity of circles indicate the magnitude of the overlap Tr(YiXa). Only a subset of the operators is shown.

• Unlike classical approaches based on graphs or neural networks, quantum geometry encodes intrinsic notions of distance,
curvature, and connectivity via noncommuting observables and quantum states.

• Integer-valued topological invariants, such as Chern numbers, can be computed from the learned matrix configuration,
providing information on the global structure of the data manifold.

• The matrix Laplacian offers a natural spectral tool to extract dominant features, identify disconnected components,
estimate the intrinsic dimension, and construct reduced representations of the data.

• QCML is naturally suited for implementation on quantum computers. When such platforms are available, they offer the
potential for significant computational speedups and scalability advantages.

• Within the framework of Quantum Cognition Ref. 16, QCML provides a model of learning that can explain skill
acquisition without memorizing the training set, as well as phenomena such as insight and extrapolation beyond the
training data.

In this work, we focused on unsupervised QCML applied (in synthetic examples) to datasets with underlying smooth
geometric structures. Importantly, QCML is not limited to these datasets. The training can be applied to any dataset and will
produce some matrix/quantum geometry that may be far from any semiclassical limit. In fact, applications to real datasets
often reveal some features that are not smooth. In the context of quantum geometry these features would correspond to
“ultra-quantum” operators that defy semiclassical treatment (such as spin 1/2 operators or low-rank projectors). These special
operators will be necessary for supervised training where they can be used for inference, e.g., in classification problems.

Interestingly, this opens new directions in quantum geometry, particularly in exploring settings where smooth structures
coexist with intrinsically quantum features. Another promising object of study is the geometry of quasi-coherent states(see
Figure 3). For example, a quantum geometry can be defined based on the projectors jxt ihxt j and infer the properties of the data
from this geometry. We believe that more detailed studies in this direction are needed.

From the machine learning perspective, there several directions that were out of the scope of this work. One of them is
using quantum distance function (fidelity distance between learned quasi-coherent states) uncertainty structure associated
with QCML for classification and clustering algorithms.11 Another, is the use of reduced quantum geometry obtained from
matrix Laplacian eigenmaps to compress the data representations. This techniques remains largely unexplored and would be a
quantum counterpart of known Laplacian eigenmap technique in graph settings4. Most generally, applications to real-world
data—particularly in domains where topology, symmetry, or uncertainty play a central role—could benefit significantly from
the spectral tools offered by quantum geometry.

Methods
All numerical results in this work were obtained by training matrix configurations f Xag as defined in Eqs. (5) using the
loss function in Eq. (4). The training process involves iterative updates to both the quasi-coherent states jxt i and the matrix
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configuration X, optimized to minimize the loss over the dataset. A typical training loop consists, for each epoch, of the
following steps:

1. Compute the quasi-coherent states jxt i for all data points x 2 X (or a mini-batch).

2. Evaluate the loss function in Eq. (4) and compute its gradients with respect to the matrix configuration X.

3. Update X using gradient descent via the Adam optimizer.

All training routines were implemented in PyTorch31. Spectral quantities such as matrix Laplacian spectra and eigenmaps were
computed from the trained matrix configurations using standard linear algebra routines from NumPy and SciPy. Appendix D
provides a summary of the parameters used for numerical computations.
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A Basic examples of quantum geometries

We consider a few basic examples of quantum geometries discussed in the literature13.

Commuting matrix configurations. For a matrix configuration with vanishing commutators, [Xa;Xb] = 0, there exists a
common eigenbasis jii such that

Xa = å
i

x(i)
a jiihij:

This defines N points x(i)
a 2 RD in feature space. Since the displacement Hamiltonian is diagonal in this basis, the quasi-coherent

state jxi is simply the eigenstate jii corresponding to the point closest to x. The ground state energy l (x) is then the squared
distance from x to the nearest x(i) .

Thus, for a given dataset, the commuting matrix configuration that minimizes the total ground state energy effectively
recovers the K-means clustering into N centroids x(i)

a 2 RD.
While simple and intuitive, commuting configurations suffer from lattice artifacts and lack smoothness. In contrast, quantum

geometries based on noncommuting N � N matrices yield fuzzy but smooth approximations of continuous spaces.

The fuzzy sphere and higher-dimensional generalizations. The fuzzy sphere S2
N (Ref. 17) is a prototypical example of

a nontrivial quantum geometry. It is defined by a matrix configuration consisting of three generators of the N-dimensional
irreducible representation of SU(2), satisfying

3

å
a= 1

XaXa = 1
4 (N2 � 1) 1l; [Xa;Xb] = ieabcXc: (30)

The normalization, i.e., the radius of the sphere, is conventional and can be adjusted via Xa ! a Xa. The spectrum of the matrix
Laplacian is found to be spec(D) = f 2l (l + 1); l = 0; : : : ;N � 1g, with multiplicities 2l + 1.

As shown in Ref. 13, Sec. 6.1, the associated quasi-coherent states jxi are given by SU(2) rotations of the highest weight
state. The minimal ground state energy is l (x) = 1

2 (N � 1), attained for points x on a sphere of radius jxj = 1
2 (N � 1). The full

set of quasi-coherent states recovers the sphere:

M = fj xi j x 2 R3 n f 0gg�= S2: (31)

In the minimal case N = 2, this reduces to the Bloch sphere. Here, the states jxi coincide for all x along a half-line from the
origin, so the map (13) becomes a projection from R3 n f 0g onto the nearest point on S2. The origin is the unique point where
the displacement Hamiltonian is (maximally) degenerate.

Using these quasi-coherent states and the associated symbol maps, one obtains a natural correspondence

Mat(N)  ! L2(S2); (32)

which is compatible with SO(3) symmetry and truncated at angular momentum ‘ max = N � 1.

Minimal fuzzy CPN� 1. The fuzzy sphere is the simplest case in a broader class of higher-dimensional, maximally symmetric
quantum spaces, which can be interpreted as quantized coadjoint orbits of semi-simple Lie groups G. These are constructed
from matrix configurations f Xa; a = 1; : : : ;Dg, where the Xa are generators of a unitary irreducible representation of G. As in
the previous example, the associated quasi-coherent states allow one to reconstruct the underlying classical manifold M from
the quantum data12.

A natural higher-dimensional analog of the Bloch sphere is given by the minimal fuzzy complex projective space CPN� 1,
constructed from the matrix configuration

Xa = l a; a = 1; : : : ;N2 � 1; (33)

where l a are the (generalized) Gell-Mann matrices—i.e., the generators of the fundamental (or anti-fundamental) representation
of SU(N). This yields a matrix geometry in RN2� 1 with underlying dimension 2(N � 1), matching that of the classical complex
projective space CPN� 1, which is a homogeneous space of SU(N).

As in the fuzzy sphere case, the set of quasi-coherent states jxi recovers the classical manifold:

M = fj xi j x 2 RN2� 1 n f 0gg�= CPN� 1: (34)
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The map in (13) again defines a projection from feature space onto the closest point on this manifold. This leads to a natural
correspondence

Mat(N)  ! L2(CPN� 1); (35)

compatible with the action of SU(N). In the minimal case (i.e., for the fundamental representation), this correspondence
captures polynomial functions of degree one on CPN� 1; higher-degree modes appear when higher representations are used32.
For (general) fuzzy CPN� 1, the spectrum of the matrix Laplacian is found to be spec(D) = f 2k(k+ N � 1); k = 0; : : : ;kmaxg,
with multiplicities � kd� 1 for large k, where d = 2(N � 1) is the dimension of CPN� 1. This is consistent with Weyls law.

The fuzzy torus. A further basic example of a quantum geometry is the fuzzy torus T2
N . It is defined by a matrix configuration

consisting of four matrices Xa defined by

X1 + iX2 := U; X3 + iX4 := V (36)

where U;V are unitary "clock" and "shift" operators satisfying

UV = qVU; UN = VN = 1 (37)

with q = e2p i=N. The Xa can be interpreted as quantized flat embedding map (17) of the 2-dimensional (Clifford) torus T2 into
R4. The U(1) � U(1) symmetry of the classical T2 is broken to ZN � ZN in the fuzzy torus, and a quantum geometry point cloud
would show N slight bumps, corresponding to the quantum cells. The abstract quantum space M turns out to be “oxidized” i.e.
somewhat thickened, as in generic quantum geometries. Nevertheless, the expected geometrical features are reproduced to a good
approximation for sufficiently large N. The spectrum of the matrix Laplacian is spec(D) = cNf [n]2q + [ m]2q; n;m= � N

2 ; : : : ; N
2 g,

assuming that N is even. Here

[n]q :=
sin(np=N)
sin(p=N)

� n ; (38)

so that the classical spectrum is recovered sufficiently far below the cutoff N=2.

B Spectral and variational structure of the matrix Laplacian
Given a matrix configuration f Xag � Mat(N), we define the matrix Laplacian as a second-order operator on Mat(N),

D= å
a

[Xa; [Xa; �]]: (39)

This operator is Hermitian and positive semi-definite, and its spectrum encodes both algebraic and geometric information about
the matrix configuration.

In the semi-classical regime, D approximates the Laplace–Beltrami operator on an emergent manifold M � CPN� 1,

D � e2j DG; (40)

where j is a dilaton field and G is an effective metric that may differ from the quantum metric g associated with the
quasi-coherent state construction12, 23.

A natural quadratic form associated with the Laplacian is the energy functional,

E[Y] = hY;DYi = Tr(YDY) = å
a

Tr([Xa;Y]†[Xa;Y]); (41)

which measures the extent to which Y 2 Mat(N) fails to commute with the observables Xa. Diagonalizing Y = å yi jyi ihyi j, one
finds:

Ñ aY = [ Xa;Y] = å
i6= j

(yi � y j )xa
i j jyi ihy j j; E[Y] = å

a;i6= j
(yi � y j )2jxa

i j j
2; (42)

where xa
i j = hyi j Xa

��y j
�
. Minimizing E[Y] under the constraint kYk2 = 1 yields the eigenmaps of the matrix Laplacian:

DYk = l kYk; l k = min
�

E[Y]
�� kYk2 = 1; hY;Yj i = 0 for j < k

	
: (43)
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The lowest eigenvalues and their corresponding eigenmaps provide optimally flat representations of the quantum geometry
and can be used to construct low-dimensional embeddings. In particular, they generalize the concept of Laplacian eigenmaps4

to noncommutative spaces.
For commuting matrix configurations, the lowest N eigenvalues vanish, with eigenmaps corresponding to diagonal matrices.

In this case, the first nontrivial eigenmaps reflect adjacency relations between discrete points, linking this setting to classical
graph Laplacians. In contrast, for irreducible configurations, the non-zero spectrum reflects intrinsic curvature and dimension.

The full eigenvalue distribution provides several diagnostics:

• Zero modes signal disconnected components in reducible configurations (see Section 4.4). The zero modes of the matrix
Laplacian are used to identify disconnected components in the quantum geometry of the data. In reducible matrix
configurations, where the observables have a block-diagonal structure, the Laplacian has multiple zero eigenvalues in
addition to the trivial one for the identity matrix. Each zero mode acts as a projector onto an irreducible block, effectively
separating the dataset into distinct components. By analyzing the eigenspace associated with these zero (or near-zero)
eigenvalues, it is possible to algorithmically identify and extract the disconnected parts of the quantum manifold.

• Weyl’s law describes the asymptotic distribution of eigenvalues of the (matrix) Laplace operator23. Specifically, it relates
the number of eigenvalues less than or equal to a threshold l to the geometric dimension of the underlying space. This
method is particularly useful in the context of numerical studies of fuzzy geometries, spectral manifolds, or manifold
learning, where the spectrum of a Laplacian (or Laplace-like operator) is available and one wishes infer the effective
dimension of the space being approximated, even if the space itself is not presented in classical geometric form. Let
N(l ) denote the counting function, the number of Laplacian eigenvalues less than or equal to l . Then Weyl’s law states
that N(l ) � C � l d=2; as l ! ¥ ; where d is the intrinsic dimension of the manifold, and C is a constant that depends on
geometric quantities such as volume.

This asymptotic relation provides a practical tool for estimating the intrinsic dimension d of a manifold from spectral data.
By taking the logarithm of both sides of the asymptotic relation, we obtain logN(l ) � d

2 log l + logC: This equation has
the form of a straight line in a log–log plot of N(l ) versus l , with slope equal to d=2. Therefore, if one plots logN(l )
against log l , the slope of the resulting line provides an estimate of the intrinsic dimension.

• The spectrum encodes geometric information analogous to the classical Laplace–Beltrami operator33. Low eigenvalues
reflect global structures, such as connected components, while the growth rate of higher eigenvalues reveals the intrinsic
dimension of the space. In the context of noncommutative geometry, these spectral data replace traditional notions
of distance and curvature, allowing geometry to emerge solely from the encoded subspace. Therefore, the spectrum
becomes a fundamental tool for examining shape, connectivity, and dimensionality in quantum spaces.

In summary, the matrix Laplacian serves as a central tool for probing curvature, reducibility, and dimensionality of quantum
spaces, with spectral properties supporting variational principles that parallel classical differential geometry. The Section 4.4
discusses how to exploit these properties for model reduction and dimensionality estimation.

C Structural properties of matrices
It is useful to distinguish different types of irreducible quantum configurations:

• Classical, ie, commutative matrix configurations [Xa;Xb] = 0 8a;b. This corresponds to lattices, with vertices correspond-
ing to the common eigenvectors jii . The eigenmaps of Dare given by Yi j = jiih j j + h:c: and satisfy DYi j = å a(xa

i � xa
j )

2Yi j .
In particular, there are N zero modes given by jiihij.

• Almost-commutative matrix configurations corresponding to semi-classical quantum geometries. The crucial property is
that the commutator is much smaller than the matrices: k[Xa;Xb]k2 � k XaXbk2, so that they can be "almost" simulta-
neously diagonalized by the quasi-coherent states. Such matrix configurations can typically be interpreted in terms of
quantum geometry . This is the most interesting case, leading to an almost-continuous spectrum of D following some
power law.

• Deep quantum configurations, characterized by k[Xa;Xb]k2 = O(kXaXbk2) and/or E(X) = O(l max)kXk2
2. This holds

e.g. for random matrices, which satisfy kXaXbk2 � 1
2 k[Xa;Xb]k2; moreover, their spectral distribution near the cutoff is

very distinct from geometric configurations (power law versus
p

x). These are not interesting from the point of view of
quantum geometry.

We can also distinguish different types of individual observables Y (normalized as kYk2 = 1):
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• Local = semi-classicalobservables in the IR range of the Laplacian, with energy E(Y) � l 0. These can be interpreted as
slowly varying local functions on the data manifold M . They can be written in the form f =

R
j (x)jxihxj, according to

the semi-classical relation (9).

• Non-local = deep quantumobservables such as Y = jxihyj + h:c:. For these we expect hxi jYjxi i � 0 for all data points
xi , and the semi-classical relation (9) fails completely. They are in the UV regime of the Laplacian and high energy
E(Y) � l max. These operators may be interesting to measure non-local correlations in data space via Tr(r Yr Y) 6= 0
where r = 1

N å jxi ihxi j is the data density matrix, or to characterize non-classical properties.

• Operators Y†Y = Y2 are positive definite and normalized. They can be viewed as density matrices and characterized by
their (von Neumann) entropy, S[Y2] = � Tr

�
Y2 lnY2

�
. Operators with low entropy are not semi-classical but may still be

nearly local, such as projectors or classifying operators.

D Summary of examples used

Table 1. Summary of examples used

Example Section Figure(s) # Points Distribution D N w Added Noise
Fuzzy sphere (S2

N) 3, 4.3 2, 4 1000 Uniform on sphere 3 4 0.1 0
Two noisy spheres 5.1 5, 6 2000 Uniform on 2 spheres 3 8 0.1 0.1
Non-uniform sphere 5.2 7, 8 2000 µ (1 + cosq)2 on sphere 3 8 0.1 0.1
Conformal maps 5.3 9, 10, 11, 12, 13 2000 Random Möbius trans-

forms of 100 2D points
200 8 0.1 0

Breast cancer (WBC) 5.4 14 569 Empirical (diagnostic fea-
tures)

30 8 0.1 0

E Glossary
Feature operator; observableXa

A learned Hermitian matrix of size N � N representing the a-th data feature in QCML. The collection f Xag
encodes the quantum geometry of the dataset.

Quasi-Coherent Statejxt i
A normalized quantum state corresponding to the t-th data point. Learned jointly with the observables Xa,
these states provide a soft encoding of classical input features.

QCML (Quantum Cognition Machine Learning)
A framework that represents data using quantum structures. Data features are mapped to observables f Xag,
and data points to quasi-coherent quantum states f jxt i g. Both are learned through an optimization process
that minimizes a loss function combining displacement and uncertainty. QCML enables geometric and
topological analysis of data via quantum geometry tools.

QCML Loss Function
The total loss optimized during QCML training L = d2 + ws 2, where d2 measures average displacement and
s 2 represents the quantum uncertainty. The weight w balances the two contributions.

QCML Cloud A geometric point cloud in RD defined by the expectation values x̃t
a := hxt j Xa jxt i across data points and

features. The QCML cloud captures a data-driven embedding that combines learned observables and states.

Quantum Geometry Cloud
A visualization of the quantum geometry based on expectation values of the observables f Xag under quasi-
coherent states of a random point cloud. Unlike the QCML cloud, it depends only on the learned operators
and not on the quasi-coherent states. Used, e.g., in Figure 6.

Quantum Geometry
The geometric structure defined by the set of learned observables f Xag. It includes features such as metric
structure, curvature, and topological invariants derived from operator relationships.
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Geometry of Quasi-Coherent States
The geometric structure inferred from the projectors jxt ihxt j. While not part of the quantum geometry proper,
it provides complementary insight into the data structure.

Matrix Laplacian D
An operator acting on matrices, defined as D= å a[Xa; [Xa; �]]. It generalizes the classical Laplace-Beltrami
operator and is used to probe spectral and topological properties of quantum geometry.

Matrix Laplacian Eigenmaps
The eigenmatrices Yi of the matrix Laplacian found from the eigenvalue problem DYi = miYi . The leading
eigenmaps (with larger mi) reveal large-scale geometric features of the learned data manifold.

Displacement Hamiltonian
An operator of the form H(x) = å a(Xa � xaIN)2 used to define the quasi-coherent state jxi associated with
the point x 2 RD.

Quantum Metric (Quantum Geometric Tensor)
A local geometric tensor derived from the variation of quantum states. Its spectrum encodes the intrinsic
dimensionality and curvature properties of the quantum geometry.

Intrinsic Dimension
The effective dimensionality of the data manifold. In QCML, it can be estimated from the spectrum of the
quantum metric or the matrix Laplacian.
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